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This work introduces the Topological CNN (TCNN), which encompasses several topologically
defined convolutional methods. Manifolds with important relationships to the natural image space
are used to parameterize image filters which are used as convolutional weights in a TCNN. These
manifolds also parameterize slices in layers of a TCNN across which the weights are localized. We
show evidence that TCNNs learn faster, on less data, with fewer learned parameters, and with
greater generalizability and interpretability than conventional CNNs. We introduce and explore
TCNN layers for both image and video data. We propose extensions to 3D images and 3D video.
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1. Introduction

It was observed in LeCun et al. (1998) that one motivation for the construction of Convolutional
Neural Networks (CNNs) was that they permit a sparsification based on the geometry of the space
of features. In the case of convolutional neural networks for images, the geometry used was that
of a two-dimensional grid of features, in this case pixels. Robinson (2014) has also pointed out
the importance of geometries or topologies on spaces of features, coining the term topological signal
processing to describe this notion. In this paper, we study a space of image filters closely related to
a subfamily of the Gabor filters, whose geometry is that of a well known geometric object, the Klein
bottle'. These filters augment the feature set in the data, but they can also be used to construct
analogues of convolutional neural networks with improved performance on a number of measures of
performance. The method uses a discretization (in the form of a graph) of the Klein bottle as a
template for new layers, which produces additional sparsification.

We implement the use of the Klein bottle geometry and its image filters via additional structure
on convolutional layers. We call neural networks with these layers Topological Convolutional
Neural Networks (TCNNs). We perform experiments on image and video data. The results
show significant improvement in TCNNs compared to conventional CNNs with respect to various
metrics.

Deep neural network (NN) architectures are the preeminent tools for many image classification
tasks since they are capable of distinguishing between a large number of classes with a high degree
of precision and accuracy Guo et al. (2016). CNNs are components of the most commonly used
neural network architecture for image classification, e.g. see He et al. (2016); Rawat and Wang
(2017); Krizhevsky et al. (2012). The characterizing property of CNNs is their use of convolutional
layers which take advantage of the 2-dimensional topology of an image to sparsify a fully connected
network and employ weight sharing across slices. Each convolutional layer in a CNN assembles
spatially local features, e.g. textures, lines, and edges, into complex global features, e.g. the location
and classification of objects. CNNs are also used to classify videos; see e.g. Soomro et al. (November,

1. See Figure 2 for an image of a Klein Bottle immersed in R3.
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2012), Schuldt et al. (2004), and Gorelick et al. (2007). CNNs have several major drawbacks including
that the models are difficult to interpret, require large datasets, and often do not generalize well to
new data Zheng et al. (2018). It has been demonstrated that as CNNs grow in size and complexity
they often do not enjoy a proportional increase in utility He et al. (2016). This suggests that bigger,
deeper models alone will not continue to advance image classification.

Topological data analysis (TDA) encompasses a set of methods that focuses on the shape of
data. Persistent homology, the most popular TDA technique, topologically summarizes data into a
persistence diagram (PD), which can be used for shape-based inference. Since the space of PDs lacks
a Hilbert space structure, they may not be directly amenable to commonly-used statistical learning
methods. A large body of work sought to remedy this shortcoming by inventing well-behaved Hilbert
space representations of PDs such as the persistent landscapes, introduced in the work of Bubenik
(2015Db), and persistent images of Adams et al. (2017). Other works derive PD representations that
serve as sufficient statistics thereby ensuring that PD summaries retain all statistically-pertinent
information for an inference task. Some authors avoid Hilbert space representations altogether,
choosing instead to work directly in a PD space. This is achieved, for example, by leveraging
stability results to push statistical distributions from data space forward to PD space as in the study
of Mileyko et al. (2011), or by adopting tools from point process theory as in Maroulas et al. (2020);
Papamarkou et al. (2022); Adler et al. (2017). Similarly, various methods attempt to connect machine
learning with TDA. Indeed, Hofer et al. (2017) and Hofer et al. (2019) examined requirements for
integrating topological considerations into deep learning architectures. Moor et al. (2020) proposed
a topological autoencoder and the study of Oballe et al. (2022) established topological functional
units, a new trainable neural network unit with a PD dissimilarity function as its activation. More
recently, there has been a trend to engage graph neural networks that include topological features
of graph neighborhoods as in Zhao et al. (2020), or approximate the underlying manifold of the
data using topological properties and embed those into a deep learning scheme. Indeed, Mitchell
et al. (2022) decode neuronal data responsible for navigation using a novel simplicial convolutional
recurrent neural network. The reader may refer to Amézquita et al. (2020), Hensel et al. (2021),
and references therein for more details and various studies in TDA and machine learning.

In this paper, we introduce a new architecture where the topological structure in the layers of a
TCNN is inspired from prior research on natural image data with topological data analysis (TDA).
Indeed, in Carlsson et al. (2008), it was found that 3 x 3 patches in a database of natural images
cluster around an embedded 2-manifold homeomorphic to a Klein bottle, which we denote by K.
The patches corresponding to K are essentially edges, lines, and interpolations between those; see
the top panels of Figure 3(b)(c). This observation is a systematic geometrical formulation of the
results of Hubel and Weisel (1959) which demonstrate that single neurons in the primary visual
cortex of the cat are tuned to both edges and lines (or ridges), at various angles.

It has also been suggested through TDA that the filters in a CNN with 3 x 3 filter size arrive at
filters which naturally correspond points of IC after learning Carlsson and Gabrielsson (2020). The
key idea of TCNNs is to first observe that there is a second embedded Klein bottle K218 within
the space of 3 x 3 patches which (a) lies close to K and (b) has a simple algebraic description, and

then to use discretizations of K218 directly in constructing the convolutional layers. For example, the
patches in K218 are used in TONNs as convolutional filters that are fixed during training. Because of

symmetries present in ,Calg’ there are generalized notions of weight sharing which encode invariances
under rotation and black-white reversal. Note that the filters from CNNs studied in Carlsson and
Gabrielsson (2020) are not used, but rather the algebraically defined filters from K28 are used. In
other words, there is no use of pretrained filters, but rather synthetically defined filters from calg
are used.

There is an analogue of this methodology for video data, which we introduce in Section 5.
Roughly, the tangent bundle T(lCalg) to Al8 parameterizes video filters which improve classification
accuracy when used as weights in 3D convolutions. We demonstrate that a TCNN ResNet with these
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video filters significantly outperforms a standard ResNet on the UCF-101 dataset. We also show
that these video filters improve generalization accuracy from the KTH dataset to the Weizmann
dataset.

Remark: We note that while the insight that K218 should be used for static images was obtained

from empirical scientific observations, the further insight that T(lCalg) should be the corresponding
object for video required only mathematical reasoning. One may argue that this kind of mathemat-
ical reasoning is just a leap of faith, in contrast, the reader may regard it as one of the strengths
of the method that it permits such leaps of faith which can shortcut time consuming experimental
work. Similar kinds of reasoning apply to extensions to 3-dimensional imaging and 3-dimensional
video, with applications, for example, to fMRI. The ability to reason simultaneously in this way
about signal processing, feature generation, and neural network design is, in our view, one of the
most attractive aspects of our approach.

Remark: The reader might find it confusing that the statistical study of natural images shows
that the patches themselves concentrate around a Klein bottle, while the neurons in the primary
visual cortex and the weight vectors and the filters in CNNs are reflecting responses or functions
on the space of patches. The relationship between these two alternatives arises from the fact that
a 3 x 3 image patch, which is a 9-vector, can be regarded as a function on patches via the inner
product constructions. Thus, points on K or K218 can be regarded as functions on the set of all
3 x 3 image patches.

The method is not simply an addition of features to particular data sets, but is in fact a general
methodology that can be applied to all image or video data sets. In the case of images, it builds in
the notion that edges and lines are important features for any image data set and that this notion
should be included and accounted for in the architecture for any kind of image data analysis. TDA
contains a powerful set of methods that can be used to discover these latent manifolds on which data
sit Bubenik (2015a); Chazal et al. (2017); Maroulas et al. (2019); Sgouralis et al. (2017); Marchese
et al. (2017). These methods can then be used to inform the parameterization of the TCNN.

TCNNs are composed of two new types of convolutional layers which construct topological fea-
tures and restrict convolutions based on embeddings of topological manifolds into the space of images
(and similarly for video). TCNNs are inherently easier to interpret than CNNs since in one type of
layer (Circle Filters layer and Klein Filters layer; Definition 9) the local convolutional kernels are
easily interpreted as points on the Klein bottle, all of which have clear visual meaning (e.g. edges
and lines). Following a Klein Filters layer, it makes sense to insert our other type of topological layer
(Circle One Layer and Klein One Layer; Definitions 7 and 8) in which the 2D slices in the input and
output are parameterized by a discretization of the Klein bottle and all weights between slices that
are farther away than a fixed threshold distance on the Klein bottle are held at zero throughout
training. This has the effect of localizing connections in this convolutional layer to slices that are
nearby to each other as points on the Klein bottle. The idea of this ‘pruned’ convolutional layer
is that it aggregates the output of Klein bottle filters from the first layer that are all nearby each
other. Both of these new types of topological convolutional layers can be viewed as a strict form of
reqularization, which explains the ability of the TCNN to more effectively generalize to new data.
We also provide versions of these layers for video and 3D convolutions.

The main points of the paper are as follows.

1. The method provides improved performance on measures of accuracy, speed of learning and
data requirements, and generalization over standard CNNs.

2. The topological layers can be substituted for standard convolutional neural network layers
that occur in other approaches, and one should expect improvements in these other situations
as well. In this paper, we compare TCNNs to traditional CNNs with the same architecture
except for the modified convolutional layers. The comparatively better performance of the
TCNNSs provides evidence that TCNNs improve the general methodology of CNNs, with the
expectation that these advantages can be combined with other known methods. For example,
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we use TCNN layers in a ResNet for video classification; see Section 5. As another example,
we expect state-of-the-art transfer learning results to improve when some convolutional layers
in the network are replaced by TCNN layers.

3. Our approach suggests a general methodology for building analogues of neural networks in
contexts other than static images. We carry this out for the study of video data. In this
case, the Klein bottle K is replaced by a different manifold, the so-called tangent bundle to
K, denoted by T(K). There are also straightforward extensions to 3D imaging and video.
The improvement afforded by these methods is expected to increase as the data complexity
increases, and we find this to be the case in the passage from static images to video.

4. The simple geometries of the feature spaces enable reasoning about the features to use. In
the video situation, we found that using the entire manifold was computationally infeasible
and selected certain natural submanifolds within 7'(K), which allowed for the improved per-
formance. Even in the case of static images, there are natural submanifolds of L which might
be sufficient for the study of specific classes of images, such as line drawings, and restricting
to them would produce more efficient computation.

5. There are more general methods of obtaining geometries on feature spaces, which do not require
that the feature space occur among the family of manifolds already studied by mathematicians.
One such method is the Mapper construction Singh et al. (2007). A way to use such structures
to produce a sparsified neural network structure has been developed (Carlsson and Gabrielsson,
2020, Section 5.3). The manifold methods described in this paper are encapsulated in the
general framework described in Definition 6 which can be applied to other domains.

6. Because of the intuitive geometric nature of the approach, it permits additional transparency
into the performance of the neural network.

7. There are no pretrained components in any of the models considered in this paper. This is
significant in particular because the vast majority of state-of-the-art models for classification
of the UCF-101 video dataset do use pretrained components Kalfaoglu et al. (2020), Qiu et al.
(2019), Carreira and Zisserman (2017) .

The structure of the paper is as follows. In Section 2 we recall the basic structure of convolutional
neural networks and we set up notation. TCNNs are introduced in Section 3; the version for image
data is in Section 3.1, the video version is in Section 3.2, and a connection with Gabor filters is
explained in Section 3.3. Then in Section 4 we describe experiments and results comparing TCNNs
to standard CNNs on image data. In Section 5 we do similar experiments on video data.

2. Background: CNNs

In this section we describe in detail the components of the CNN critical to the construction of
the TCNN. One of the central motivations of the structure of a CNN is the desire to balance the
learning of spatially local and global features. A convolutional layer can be thought of as a sparsified
version of the fully connected, feed-forward (FF) layer, with additional homogeneity enforced across
subsets of weights. The traditional CNN makes use of the latent image space by creating a small
perceptive field with respect to the L°°—distance in which weights can be nonzero, thus sparsifying
the parameter space by enforcing locality in the image. Additionally, homogeneity of weights across
different local patches is enforced, further reducing the parameter space by using the global structure
of the grid.

Next, we draw parallels between CNNs and TCNNs by adopting the language found in Carlsson
and Gabrielsson (2020), which we summarize as needed. First, we describe a feed forward neural
network (FFNN) as a directed, acyclic graph (Definition 1).
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Definition 1. A Feed Forward Neural Network (FFNN) is a directed acyclic graph T with a
vertex set V(T') satisfying the following properties:

1. V(T') is decomposed as the disjoint union of its layers

V(T) = Vo(T) UVA(T)... U V(D).

2. If v e Vi(T), then every edge (v,w) of I' satisfies w € V;11(T').

3. For every non-initial node w € Vy(I") : 4 > 0, there is at least one v € V;_1(I") such that (v, w)
is an edge of T'.

The vertices in V(T') are also called nodes. For all i, V;(T') consists of the nodes in layer i. The
0" layer Vo(T') consists of the inputs to the neural network (Figure 1 (a)). The last layer V,.(T)
consists of the outputs.

Notation 2. Let I' be a FFNN with vertex set V(T').

1. Often we suppress T' in the notation, writing V.=V (T') for the set of all nodes and V; = V;(T')
for the set of nodes in layer i.

2. For anyv € V, the set I'(v) consists of all w € V' such that (v, w) is an edge in T, and the set
I'~Y(v) consists of all w such that (w,v) is an edge in T.

To describe the edges between nodes in successive layers, we use the notion of a correspondence
between V; and V;i;, which is simply a subset of the product C' C V; x V;4;. For vy € V; and
wg € V11, we define the subsets

C(vo) :={w € Viy1 | (vo,w) € C} C Vs,
CHwo) :={veVi| (v,wy) € C} C V.

Note that C is determined by the subsets C(vg) C V41 for v € V;, and it is also determined by
C~(wyg) for wy € Viy1. In this way, a correspondence is a generalization of a map from V; to V1;
Given an element in V; the correspondence provides a subset of V1, and we denote correspondences
by Vi S Vigs.

We adopt the convention that given nodes v € V;,w € V1, the edge (v,w) is in T if and only
if (v,w) € C. Note that this implies C(v) = I'(v). We call C the edge-defining correspondence
of the layer. In this way, a FFNN specifies an edge-defining correspondence between each pair of
successive layers, and conversely, choices of edge-defining correspondences between successive layers
specify the edges in a FFNN. The simplest type of layer in a neural network is as follows.

Definition 3. Let Vi1 be a layer in a FFNN. We call V11 o fully connected layer if the edge-
defining correspondence C C V; X Vi1 is the entire set. In that case, we denote this correspondence
Cc =V, x V;+1~

We proceed to describe convolutional layers. We model digital images as grids indexed by
Z2. Modifications of our constructions to finite size images will be clear. The values of the grid
specifying a grayscale image are then triples (z,y,7) : x,y € Z where i € [0,1] is the intensity at
(x,y). Equivalently, an image is a map Z? — [0,1]. Similarly, videos are modeled as grids indexed
by Z3 = Z? x 7Z, where the Z? are the spacial dimensions and the third dimension is time. This
generalizes to grids indexed by Z for any positive integer N.

In a CNN, the nodes in each convolutional layer form multiple grids of the same size. We model
the nodes in a convolutional layer as the product of a finite index set X with a grid, V; = X x ZV.
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With this notation, the graph structure of a CNN is specified as in the following definition. A
convolutional layer is a sparsification of a fully connected layer which enforces locality in the grids
ZN . For further detail, see Carlsson and Gabrielsson (2020). We explain the homogeneity restrictions
on the weights in Eq. (1).

Definition 4. Let Vi1 be a layer in a FFNN. We call V; 11 a convolutional layer or a normal
one layer (NOL) if V; = X x Z" and Viy1 = X' x ZN for some finite sets X and X' and a positive
integer N, and if for some fixed threshold s > 0 the edge-defining correspondence C C V; x Vi1 is
of the form

C=C.xCynl(s),

where C, = X x X' is the fully connected correspondence and Cq n(s) C ZN x Z¥N is the correspon-
dence given by
Can(s)7'(a) = {z € ZV | dgn (z,2) < 5}

for all ' € ZN. Here, dyn is the L= -metric on Z» defined by
dzn (272/) - max{|x1 - :C/l‘a ceey |xN - ﬂC/N|}

A Convolutional Neural Network (CNN) is a FFNN such that the first layers Vo, ..., V;
are convolutional layers and the final layers Viyq,...,V,. are fully connected.

Remark 5. The correspondence matriz C' of the convolutional layer in Definition 4 is the analogue
of the various correspondence matrices that will be introduced for the circle and Klein layers in Def-
inition 7 and Definition 8, respectively. It is common to have pooling layers following convolutional
layers in a CNN. Pooling layers downsample the size of the grids. They can be used in TCNNs in
the same way and for the same purposes as traditionally used in CNNs. We do not discuss pooling
in this paper for simplicity.

The correspondence Cy n(s) ™! maps a vertex to a vertex set that is localized with respect to the
threshold s. In a 2-dimensional image, the above definition gives the typical square convolutional
filter. This construction results in spatially meaningful graph edges.

The graph structures given in Definitions 1, 3, and 4 yield the skeleton of a CNN. To pass data
through the network, we need a system of functions on the nodes and edges of I' that pass data
from layer ¢ — 1 to layer ¢. These functions are called activations and weights. The weights are
real numbers A, ,, associated to each edge,

A={wlveVi,weV;, and (v,w) € T'}.
Let Viiy = X xZN and V; = &’ x ZV, as in a CNN. Denote v = (k,2) € V;_1 and w = (x',2') € V;.
Then the homogeneity of the weights, a characteristic of a CNN, is the translational invariance
Alr.z), (w7 ,2') = Natz) (v 2 +2)- (1)

Note that there is no translational invariance in the x € X coordinate because x indexes the input
and output channels. The activations A = {(u,, f,) | v € V(I')} associate to each vertex v a real
number u, and a function f, : R — R. To pass data from layer ¢ — 1 to layer ¢ means to determine
Uy, for w € V; from the values u,,,v € V;_1 via the formula

Uy = fv( Z )\v7w 'uv>-
vel—1(w)

The activation functions f, in neural networks usually map z € Rto 0 < x < 1 or 0 < z.
The output activations are a probability distribution on the output nodes of I', so they are non-
negative real numbers. We use the activation function ReLU, defined as f(z) = max(0,z), for
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all non-terminal layers, and the softmax o(z;) = e (>.e%)~t . i,j € {l..n}, x; € RT as
J

the terminal layer activation function. We choose a common optimization method, precisely the
adaptive moment estimation (Adam), to determine the back-propagation of our changes based on
the computed gradients.

Figure 1 (a,b,c) displays an example of a weight and activation system for a convolutional layer
from Vy = X(1) x Z% to Vi = X(4) x Z?, where X(n) denotes a finite set of cardinality n. The
correspondence is C. x Cy2(2) C Vy x V1, where C. = X (1) x X(4) is fully connected and Cy2(2) C
72 x 72 localizes connections at L>°—distance 2. Panel (a) shows the input Vj, each weight-matrix
in (b) is a vector of coefficients from {\, ., }, and (c) shows the resulting activations in V3.

/
-

,_"_ _"Klein Bottle C,

(€) | (e)

(@)

Figure 1: Visual guide to CNN (green rectangle) and TCNN (red rectangles) architectures. A typical
CNN layer for image classification takes in a 2-dimensional array (a) as an input image
and convolves this image through a system of spatially localized filters (b) to produce
multiple slices of processed data (c) called feature maps. The feature maps in (c) are
flattened to a column vector in (d) and passed through a fully-connected layer to the
output nodes (e) which are of cardinality equal to the number of classes in the prediction
space. The TCNN modifies the typical CNN framework by specifying the weights in (b)
to lie on a topological manifold such as the circle or Klein bottle. We indicate this choice
by the dashed triangle in (b) and red rectangles indicating the selection of circle or Klein
weights. This shows the behavior of CF and KF type TCNN layers. The Circle One Layer
(COL) and the Klein One Layer (KOL) type TCNN layers also modify the weights of a
traditional CNN layer but in a different way: They localize weights with respect to the
circle and Klein bottle topologies yet, as usual, instantiate them randomly and allow them
to vary during training.



ToPOLOGICAL CONVOLUTIONAL LAYERS FOR DEEP LEARNING

3. Topological Convolutional Layers

We have seen in the previous section that convolutional neural networks may be constructed directly
from the graph structure on the grid of pixels, with no further information. The convolutional
conditions are also derived directly from the structure of these graphs. This means that one can
construct analogous layers and neural networks from other geometries or graphs. In this case,
the nodes in the layers will correspond to the vertices of the graph, while the connections will be
restricted to those which are local in the given geometry and therefore correspond to edges of the
graph. Convolutional conditions on the set of weight vectors can also be obtained, for instance,
from symmetries of the geometry or graph. In this section, we will carry this out for two choices of
geometries or graph structure. The first will correspond to the product geometry Z x S*(n), where
S1(n) corresponds to the discretization of the circle obtained by selecting the n—th roots of unity
on the unit circle. The second will correspond to the geometry Z x K°, where K? is obtained by
selecting a set of points in K in a systematic way. The neurons will correspond to the points in the
product geometries, not only to the grid points. The network therefore encodes responses not only
to the raw pixel information but to derived features obtained from the pixel and its neighbors.

The interpretation of the locality condition in these augmented networks can be thought of as
follows. In an ordinary CNN, the locality conditions in the connections encourage the network to
learn local conditions, such as directional derivatives in various directions. The circle geometry
creates these directional derivatives and allows the deep learner to proceed from there. The locality
conditions encourage the network to learn features that are local both within the raw pixels and in
the tangential directions encoded in the features from the circle. Therefore, one expects that what
is learned in the circle version is second order local information, beginning from the well understood
first order information. In the case of the Klein bottle geometries, some second order information is
included directly, and the learning will therefore proceed from that information to additional second
order information or even third order information. Symmetries of the circle or Klein bottle permit
us to enforce rotational invariance of the features created as well as invariance under black/white
reversal.

In Section 3.1 we introduce new types of neural network layers that form our TCNNs for 2D
image classification: The KF (Klein Filters) layer uses predefined filters in a standard convolutional
layer and the KOL (Klein One Layer) prunes connections between slices in a convolutional layer
with respect to the Klein bottle’s topology. There are analogous layers called CF (Circle Filters)
and COL (Circle One Layer) based on the topology of a circle. See Appendix B for pseudocode
implementations of TCNNs with CF and COL layers. In Section 3.2 we introduce layers for TCNNs
used for video classification. In Section 3.3 we demonstrate the connection between our constructions

and Gabor filters.

3.1 2D Images

Locality in a typical convolutional neural network is a function of the L°°—distance between cells,
which is specified by the correspondence Cy 2 (see Definition 4) in the case of a 2—dimensional image.
We add novel, topological criteria to this notion of locality through metrics on topological manifolds.
The general technique is described in Definition 6.

Definition 6. Let M be a manifold and let X, X’ C M be two discretizations of M, meaning finite
sets of points. Let V; = X x ZN and Vi,1 = X' x ZN be successive layers in a FFNN. Fiz a threshold
s> 0. Let d be a metric on M. Define a correspondence C(s) C X x X' by

C(s) MK ={rk € X | d(k,K) < s}, (2)
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for all 6" € X'. Together with another threshold s’ > 0, this defines a correspondence C C V; x V44
by
C =C(s) x Cyn(5), 3)

where Cy N (8") is the convolutional correspondence from Definition 4. This means that

CTH(K,2') = Cs(s) 71 (K') x Caa(s) 7' (2)
= {(k,x) € X xZV | ds(k,r") < s and dy~ (z,2') < 5’}

for all (k',2') € X x ZN.

Definition 6 provides a general approach for the convolutional correspondence matrix. The layers
defined in subsequent Definitions 8, 7, 11 12, are all given by an edge-defining correspondence C as in
Eq. (3), however tailored to the specific example. The first example we give is a layer that localizes
with respect to a position on a circle in addition to the usual L*>°—locality in a convolutional layer.
Let S = {k € R? | || = 1} be the unit circle in the plane R?. A typical discretization of S* is the
set of n-th roots of unity X = {627”%/” | 0 <k <n-—1} for somen > 1.

Definition 7. Let X, X' C S' be two discretizations of the circle. LetV; = X xZ? and Vie1 = X' x7?
be successive layers in a FFNN. Fiz a threshold s > 0.
The circle correspondence Cg(s) C X x X’ is defined by

Cs(s) HK) ={r € X | ds(k, ) < s}
for all k' € X', where the metric dg is given by
ds(k, k') = cos™ (k- ') for kK € S*.

We call V;11 a Circle One Layer (COL) if, for some other threshold s’ > 0, the edge— defining
correspondence C C V; X Vi1 is of the form

C = Cs(s) x Caa(s),
where Cg2(s") is the convolutional correspondence from Definition 4. This means that
C7Hw' 2" y") = Cs(s) (k') x Caa(s) (' y)
={(k,z,9) € X x Z* | ds(k,r") < 5 and dz=((z,y), (z',y)) < '}
for all (k',2',y') € X x Z2.

Next, we define a layer that localizes weights with respect to a metric on the Klein bottle IC. See
Figure 2 for a visualization of the nodes and weights. Recall that K is the 2-dimensional manifold
obtained from R? as a quotient by the relations (61, 62) ~ (01+2km, O2+2I7) for k,l € Z and (01, 0,) ~
(61 + 7, —03). The construction uses an embedding Fx of K into the vector space of quadratic
functions on the square [—1, 1]2, motivated by the embedded Klein bottle observed in Carlsson et al.
(2008) and its appearance in the weights of CNNs as observed in Carlsson and Gabrielsson (2020).
An image patch in the embedded Klein bottle Fi(61,62) has a natural ‘orientation’ given by the
angle 0. Visually, one sees lines through the center of the image at angle 8; + m/2; see the top right
image in Figure 3. The embedding is given by

Fic(01,02)(x,y) = sin(f2)(cos(01)x + sin(61)y) + cos(f2)Q(cos(01 )z + sin(0;)y), (4)

where Q(t) = 2t> — 1. As given, Fx is a function on the torus, which is parameterized by the two
angles 01 and 6. It actually defines a function on K since it satisfies Fi:(01,02) = Fic(01 + 2k, 02 +
2l7T) and F;c(el + —92) = Fn(el, 92).

10



ToPOLOGICAL CONVOLUTIONAL LAYERS FOR DEEP LEARNING

Definition 8. Let X, X’ C K be two finite subsets of the Klein bottle. Let V; = X x Z? and
Vigr = X' x 72 be successive layers in a FFNN. Fixz a threshold s > 0.
The Klein correspondence Cx(s) C X x X’ is defined by

Cx(s) (k) ={r € X | dic(k,K') < 5}
for all k' € X', where the metric dx is defined by

1
2

N = k) (2, y) — Fie(k)(z,y)) de
ety = ([ (o)) = Pl ) oy

for k, k' € K.
We call Viy1 a Klein One Layer (KOL) if, for some other threshold s' > 0, the edge— defining
correspondence C' C V; x Vi1 is of the form

C= CK(S) X Cd,g(sl),
which means that

CTH (K, 2" y') = Cx(s)7H(K) x Caa(s") " Ha' o)
={(k,z,y) € X x Z* | dxc(k,K') < s and dz=((z,y), (z',y")) < s’}

for all (x',2',y'") € X' x Z2.

Figure 2: A visual representation of the neurons and weights in a KOL with threshold s = 2. Each
intersection of grid lines on the two Klein bottles is a neuron. The red arrows depict the
nonzero weights corresponding to the given input neuron.

11
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We define two other layers based on the circle and the Klein bottle (Definition 9). First, we
define an embedding of the circle S! into the space of functions on [—1,1]? by composing Fx with
the embedding S* < K, 6 — (0, 7/2), i.e.

Fs1(0)(z,y) := Fxc(0,7/2)(x,y) = cos(8)z + sin(0)y. (5)

Now the idea is to build convolutional layers with fixed weights A\ given by discretizations of
Fs1(0)(z,y) and Fic(61,02)(x,y). This is motivated by Carlsson and Gabrielsson (2020) which
showed that convolutional neural networks (in particular VGG16) learn the filters Fg1 (). Instead
of forcing the neural networks to learn these weights, we initialize the network with these weights. In-
tuitively, this should cause the network to train more quickly to high accuracy. Moreover, we choose
to fix these weights during training (gradient = 0) to prevent overfitting, which we conjecture con-
tributes to our observed improvement in generalization to new data. We also use discretizations
of the images Fi (01, 602) given by the full Klein bottle as weights, motivated by the reasoning that
the trained weights observed in Carlsson and Gabrielsson (2020) are exactly the high-density image
patches found in Carlsson et al. (2008) which cluster around the Klein bottle. These layers with
fixed weights can be thought of as a typical pretrained convolutional layer in a network.

Definition 9. Let M = S' or K and let X C M be a finite subset. Let V; = Z? and Vi, =
X x 72 be successive layers in a FFNN. Suppose Vi1 is a convolutional layer with threshold s > 0
(Definition 4). Then Viiq is called o Circle Filters (CF) layer or a Klein Filters (KF) layer,
respectively, if the weights A_ (. _ _y are given for Kk € X by a convolution over V; of the filter of
size (2s + 1) x (2s + 1) with values

,1+M ,1+M
2541 2s+1
Filter(k)(n,m) = / / Fr (k) (z, y)dedy
71+2§T1 71+2§i1

for integers 0 < n,m < 2s.

In summary, we have the following. Both K and S! can be discretized into a finite subset X by
specifying evenly spaced values of angles. Given such a discretization X, the convolutional layers in
a TCNN have slices indexed by X. Note that A has a metric induced by the embedding Fjc and
the L?—metric on functions on [—1,1]2. The COL and KOL layers are convolutional layers with
slices indexed by X where all weights between slices whose distances in X are greater than some
fixed threshold are forced to be zero. The CF and KF layers are convolutional layers with slices
indexed by X and such that the weights are instantiated on the slice corresponding to (6y,62) € K
to be the image Fi:(01,02) discretized to the appropriate grid shape; examples of these weights are
shown in Figure 3. These weights are fixed during training. See also the visual guide in Figure 1.
An example of trained weights in a COL are included in Figure 17.

Remark 10. See Algorithm 1 for an implementation of a CF convolutional layer. See Algorithm 2
for an implementation of a two layer convolutional network with first layer CF and second layer
COL.

3.2 Video

For video, the space of features of interest is parameterized by the tangent bundle of the translational
Klein bottle K, denoted T'(K?). The translational Klein bottle Kt is a 3-dimensional manifold and
its tangent bundle 7'(K') is 6-dimensional. These manifolds parameterize video patches (6) in a
manner related to the Klein bottle parameterization Fic of 2D images patches from (4).

Before providing the precise definitions of Kt and T'(K?) as well as the formulas for the parame-
terizations, we describe the idea roughly. An image patch in the embedded Klein bottle Fi: (61, 62)
has a natural ‘orientation’ given by the angle 6;. Visually, one sees lines through the center of the
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Figure 3: Table of weights (top row) and activations (bottom row) for 3 convolutional layers
(a),(b),(c) evaluated on a handwritten 5 from MNIST (initial data shown in Figure 1).
The first column (a) is a normal CNN layer (NOL) trained on one epoch of MNIST data
followed by 2 fully connected linear layers. This network has a testing accuracy of approx-
imately 99%. Second (b) is a Circle Filters (CF) layer. Third (c) is a Klein Filters (KF)
layer.

image at angle 6; + 7/2. Given a real number r, there is a 2D image patch Fi: (61,62, 7) given by
the translation of Fic(61,62) by r units along the line through the origin at angle 61, i.e. along the
line perpendicular to the lines in the image. One can extend this image to a video that is constant
in time. Videos that change in time are obtained by enlarging K? to its tangent bundle T'(K?). The
tangent bundle consists of pairs of a point (61, 62,7) € K and a vector (u,v,w) tangent to (61,62, 7).
The embedding Frpxty sends such a pair to a video patch Fpcr)(61,02,7,u,v,w) that at time ¢
is the image Fic: (61 + tu, 0 + tv,r + tw). For example, Fr(xt)(01,02,0,0,0,1) is the video patch
that translates Fi(61,602) at unit speed along the line through the origin at angle 6;. Similarly,
Frcty(01,02,0,1,0,0) is the video patch that rotates Fic(61,62) at unit speed.

Denote the coordinates on R? x R? by the variables (61,62, u,v,w). The variables (61, 02,7)
parameterize K and the variables (u,v,w) parameterize the tangent spaces. To be precise, K? is
given as the quotient of R? by the relations (61,60,7) ~ (61 + 2kn, 09 + 2l7,7) for all k,1 € Z and
(01,05,7) ~ (01 + 7, —03, —7), and, similarly, T(K*) can be described as a quotient of R3 x R3. We
suppress further discussion of these relations because they are only significant to this work in that
they are respected by the embeddings Fi: and Frx).

Let I = [—1,1]. Denote by C(I?,I) the space of continuous functions I? — I, which represent
image patches at infinite resolution, and similarly denote the space of video patches by C(I%? x I, I).
The embeddings

it KE— C(I2,1)

and
Frgcry : T(KY) — C(I* x 1,1)

are given by

Fyct (01,02, 7r)(z,y) = sin(f2)(cos(61)(z + rcos(01)) + sin(01)(y + rsin(6y)))
+ cos(62)Q(cos(61)(z + 7 cos(01)) + sin(01)(y + rsin(dy)))

13



LovE, FILIPPENKO, MAROULAS, CARLSSON

and
FT(Kt)(elv 927 r,u,v, IU)(SC, Y, t) = Fice (01 + tu, 02 + tu,r + tw)? (6)

where Q(z) = 222 — 1.
Using the embedding Frxt), we define a metric on T'(K*) by pulling back the L? metric on
C(I* x I,1),

2

drgcry(k, k') == (/I . (Frice (5)(@,y,t) — FT(;@)(K’)(JU,y,t))2dxdydt) for k,x" € T(K"). (7)
2x

The metric dp(ct) allows us to define a new type of layer in a neural network. Recall the 3D
version of the convolutional correspondence Cy 3(s) from Definition 4.

Definition 11. (6D Moving Klein Correspondence) Let X, X' C T(K') be two finite subsets.
Let Vi = X x Z3 and Vigr = X' x 73 be successive layers in a FFNN. Fizx a threshold s > 0.
The 6D Moving Klein correspondence Crct)(s) C X x X’ is defined by

Crucny(s) 1K) = {r € X | dpery (5, &) < s}

for all " € X, where the metric dpc+) is defined in (7).
We call Viy1 a 6D Moving Klein One Layer (6MKOL) if, for some other threshold s’ > 0,
the edge—defining correspondence C C V; x Vi41 is of the form

C = Cr(xcry(s) x Cas(s),
which means that
C YK, 2y ) = CT(;Ct)(s)_l(/{’) x Caaz(s) 7ty 1)
={(r,z,y,t) € X x Z? | dracry (K, &) < s and dgs ((z,y,1), (2',y',t') < s’}
for all (v, 2,y t') € X x Z3.

There are particular submanifolds of T'(K!) whose corresponding video patches we conjecture to
be most relevant for video classification. In 6MKOL layers, we often choose X and X’ to be subsets
of these submanifolds. One reason to do this is that discretizing the 6-dimensional manifold 7'(K*)
results in a large number of filters, significantly bloating the size of the neural network. Indeed,
discretizing 6, and 6, into 4 values each, as in our Klein bottle experiments, and discretizing the
other dimensions into only 3 values produces 42 * 3* = 1296 points in X. Moreover, these are videos
rather than static images, so they contain many pixels: 5% pixels for 5 x 5 video with 5 time steps.
Another reason to specialize to submanifolds is one general philosophy of this paper: well-chosen
features, rather than an abundance of features, provide better generalization due to less over-fitting.

The five 2-dimensional submanifolds of T'(K?) that we choose to work with are

K :={(61,6,,0,0,0,0) € T(K")},
SE = {(61,6,,0,0,0,%1) € T(K"}, (8)
S = {(61,02,0,%+1,0,0) € T(K")}.

Under the embedding Frp(xt), K corresponds to the Klein bottle images held stationary in time,
S* corresponds to the Klein bottle images translating in time perpendicular to their center line, as
described above, where the sign + controls the direction of translation, and S;t corresponds to the
Klein bottle images rotating either clockwise or counterclockwise depending on the sign =+.

We now define convolutional layers with fixed weights given by discretizations of the video patches
corresponding to the manifolds T'(K!), K, S*, and S;t. These can be viewed as pretrained convo-
lutional layers that would typically appear as the first layer in a pretrained video classifier. The
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motivation is the same as for the analogous CF and KF layers defined for images in Definition 9 —
faster training and better generalization to new data due to initializing the network with meaningful
filters that are fixed during training.

Definition 12. Let M C T(K!) be any subset, for example a submanifold such as ICSTi, or SpjE
(see (8)), or unions of such submanifolds. Let X C M be a finite subset.

Let V; = 73 and Viep = X % 73 be successive layers in a FFNN. Suppose V; is a convolutional
layer with threshold s > 0 (i.e., the edge-defining correspondence is C, x Cq 3(s) as in Definition 4).
Then Viyy is called a M-Features (M-F) layer if the weights A_ (.. — _ _y are given for k € X' by
a convolution over V; of the filter of size (2s + 1) x (2s 4+ 1) x (2s + 1) with values

C142pED qg2miD g 2t

2s+1 2541
Filter(k)(n,m,p) = / . / Fricyy (k) (2, y,t)dedydt
71+T«€1 1+ 22$1 1452

n
2541

for integers 0 < n,m,p < 2s.

3.3 Gabor filters versus Klein bottle filters

The Klein bottle filters given by Fic(61,62) as in (4) are related to Gabor filters. In fact, besides a
minor difference, they are a particular type of Gabor filters. The purpose of this section is to explain
this relationship. The significance of this relationship is that, while Gabor filters are commonly used
in image recognition tasks, our constructions use a particular 2-parameter family of Gabor filters
that is especially important, as identified by the analysis in Carlsson et al. (2008). Restricting to
this 2-parameter family provides a compact set of filters that can be effectively used as pretrained
weights in a neural network. One may use other families of Gabor filters for this purpose, but then
the question is on what basis does one choose a particular family. The Klein bottle filters are a
topologically justified choice. In Section 4.1.6, we compare the performance of some other choices
of Gabor filters with the Klein bottle filters.
Recall that the Gabor filters are functions on the square [—1,1]? given by

/2 4~2y72 Qmx!
o0, 0) o) = oo (B ) Q

2’ =z cos(w) + ysin(w),
/

y' = —xsin(w) + y cos(w).

The Klein bottle filters Fi:(61,602) do not taper off in intensity near the edges of the square, so we
would like to remove this tapering from the Gabor filters too for a proper comparison. This is done
by removing the exponential term from g, or equivalently, setting ¢ = oco. This simultaneously
removes the dependence on v. So we have the restricted class of filters

o050, 0) o) = cos (5T ) 40 ).

Given 61, 02 parameterizing the Klein bottle filter Fi:(61,62), we claim that a similar Gabor filter is
given by

4
9(01,92) = g<2+ﬂ_02, 91, 92—|—7T,O0,0)
o
= —cos <7rx(91)+92)_

1+%6’2

To see the similarity between §(61,62) and Fi(61,602), we examine the ‘primary circle’ 6o = 7/2
and the ‘small circle’ 3 = 0. The formula for other values of 6, interpolates along the Klein bottle
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between these two circles. On the primary circle, we have

3(6n.7/2) =sin (501 )
F}C(Ql; 71'/2) = x/(ﬁl).

These are both odd functions of z/(6;) that are equal to £1 at 2/(f;) = £1 and are equal to 0 at
2'(01) = 0. Similarly, on the small circle, we have

g(601,0) = — cos <7r . x’(01)>
Fie(61,0) = 2(/(61))* — 1.

These are both even functions of /() that are equal to 1 at 2/(61) = £1 and are equal to —1 at
z'(61) = 0.

4. 2D Images

4.1 Experiments and Results

We conduct several experiments on the image datasets described in Section 4.1.1. On individual
datasets, we investigate the effect of Gaussian noise on training the TCNN (Section 4.1.2), the inter-
pretability of TCNN activations (Section 4.1.3), and the learning rate of TCNNs in terms of testing
accuracy over a number of batches in Section 4.1.4. Across different datasets, we investigate the
generalization accuracy of TCNNs when trained on one dataset and tested on another in Section
4.1.5. We compare TCNNs to traditional CNNs in all of these domains. We also test other choices
of Gabor filters versus Klein filters in the KF layers; see Section 4.1.6. While the improved general-
izability and speed of our models are empirically evaluated, the improved interpretability is visually
demonstrated. One may expect that statistics and visual tools could make empirical analysis of these
TCNNSs’ interpretability possible with empiricism, but these fall outside of the scope of this paper.
All of these experiments use one or two convolutional layers, followed by a 3-layer fully connected
network terminating in 10 or 2 nodes, depending on whether the network classifies digits or cats and
dogs. For additional details on the neural network models, metaparameters, and train/test splits,
see Section 4.2.

4.1.1 DESCRIPTION OF DATA

We perform digit classification on 3 datasets: MNIST LeCun et al. (1998), SVHN Netzer et al.
(2011) and USPS Hull (1994). These datasets are quite different from each other stylistically while
each consists of images of digits 0 through 9. In particular, a human can easily identify to which
dataset a particular image belongs. This makes generalization between the datasets a non-trivial
task because neural networks that train on one of the datasets will in general overfit to the particular
style and idiosyncracies present in the given data, which will be inconsistent with different-looking
digits from the other datasets. The datasets come at significantly different resolutions: 282, 322,
and 162, respectively. Additionally the sizes of the datasets vary widely: roughly 7e4, 5e4, and
7e3, respectively. SVHN digits are typeset whereas MNIST and USPS are handwritten. MNIST
and USPS are direct 2-D impressions with significant pre-processing already done, while the SVHN
numbers are natural images of typeset digits with tilts, warping, presence of secondary digits, and
other irregularities.

We also use two collections of labeled images of cats and dogs: Cats vs Dogs Kaggle (2013)
(which we call Kaggle), and the cat and dog labeled images from CIFAR-10, see Krizhevsky (2012).
Note that the Kaggle Cats vs Dogs dataset, upon our download, included several images which were
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empty/corrupt and could not be loaded, so the size reported here is the total number of loadable
images. This seems to be typical for this dataset. These datasets contain 2.5e4 and 1.2e4 images,
respectively. The resolutions of the images in each dataset are 502 and 322, respectively. Since
we use these datasets to test the generalization accuracy of a neural network trained on one and
tested on the other, we down-resolve the Kaggle data to 322 to be the same size as CIFAR-10. For
completeness, we include Figure 16 to demonstrate that a TCNN improves the rate of learning for
classification of all 10 CIFAR classes compared with a typical CNN.

Dataset Size  Dimensions Link
SVHN 60000 322 http://ufldl.stanford.edu/housenumbers
USPS 9298 162 https://webAstanfordAedu/*hastie/StatLearnSparsity,files/DATA/zipcode.htmli
MNIST 70000 282 hetp://yann. Tecun. con/exdb/mnist/ a
CIFAR-10 12000 322 https://uwu. cs. toronto. edu/~kriz/cifar .html
Kaggle 24946 642 https://www.kaggle.com/c/dogs-vs-cats

4.1.2 SYNTHETIC EXPERIMENTS

The central hypothesis of this work is that constraining CNNs to use the Klein bottle filters (see KF,
Definition 9) and to train with respect to the Klein bottle topology on slices (see KOL, Definition 8)
will provide the model with highly meaningful local features right away. So, we expect a model
trained on our CF, KF, COL, and KOL layers to outperform conventional CNNs when global noise
is added to the images. To test this idea, we add class-correlated Gaussian noise N (u,0%) to our
images, zy = X + &, Ep ~ N(uk,ai), where X, is an image of class k and & is a vector of the
same dimension as the image, drawn from a normal distribution. The hyperparameters p; and o7
are drawn from N(.2,.04) and x2(1) x .04 respectively. We perform two experiments: (1) training
on z and testing on x (see Column 1 of Figure 4), and (2) training on x and testing on z (see
Column 2 of Figure 4). Also we offer an analysis at the end of this section while we vary the mean
of uy and o3.

The results of this experiment on MNIST are displayed in Figure 4. A conventional two layer
network’s performance is greatly deteriorated by the Gaussian noise added to the images in training
or testing. In the case of noise added to the training set, we expect the CNN to learn the class-
correlated juy, o7, and then perform poorly on the test set without Gaussian noise. Note that Figure 4
includes model loss and it is clear that the 2-layer conventional CNN is classifying within the training
set with high accuracy. We suspect that the TCNNSs’ superior performance in the noisy training set
experiment is due to the fixed filters in the CF and KF layers which force a smoothing of the noise
prior to the learned layers and hence generate classifiers invariant under the global noise. A similar
smoothing argument explains the TCNNs’ superior performance in the noisy test set experiment.

All four of the TCNNs outperform conventional CNNs on training and testing. Interestingly,
while our CF based systems struggle to learn at first, after many epochs of training they are best at
not fitting noise. Indeed, nothing interesting happens in the training curves after 1 epoch. All the
accuracies stabilize after one epoch, and they all stabilize at approximately the same value. Also it is
an interesting observation that the KOL and COL systems seem to learn slower but add robustness
to avoid fitting noise in lengthy training. It is important to note that this class-correlated noise is
a pathological example by design, and is meant primarily to show that the topological feature and
convolution layers help to prevent fitting signals outside of the edges, angles, etc. that good models
are expected to fit.

We now choose parameters 7 and w from 0 to .8 in increments of .2 and sample py, ~ N(7,.04)
and o7 ~ x%(1) x w?. In the first column of Figure 5, we simulate distributions sy ~ N(7,.04) and
O',% ~ x%(1) x .04 testing the parameter 7 from 0 to .8 in increments of .2. In the second column, we
simulate distributions py ~ N(.2,w?) and o7 ~ x?(1) x w? testing w from 0 to .8 in increments of
2.
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Figure 4: Two synthetic experiments on noisy MNIST data, designed to test model assumptions.
The first column displays the results of the experiment where Gaussian noise is added
to the training data but not the testing data. The second column displays the results of
the experiment where the training data is the original MNIST data and the testing data
are corrupted by Gaussian noise. The first row is testing accuracy and the second row is
training loss.
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Figure 5: Sweep of distributions for synthetic MNIST data varying the mean and variance from
which class-noise distributions are drawn. The first column shows the tested values of 7
and the second column shows the tested values of w?. The first row shows accuracies when
training on data with Gaussian noise and testing on unaltered test set. The second row
shows accuracies when training on unaltered training data and testing on noise-added test
data. We show results after 1 epoch and 5 epochs of training.
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First we examine the top row of Figure 5 in which we train on data with Gaussian noise and test
on the original data while varying 7 and w?. When 7 is 0, the noise added has little class—correlated
signal (uz are small), but since w? is still .04, there is an uncorrelated noise component. This noise
deteriorates accuracy in all models. When 7 grows, the TCNN trains significantly better than the
normal CNN. When w? is low, the models all perform similarly, and when w? is large, all models
perform poorly. However, there is a wide range of values of w? for which the TCNN dramatically
outperforms the CNN.

Next we examine the bottom row in which we train on the original MNIST training data and
test on the Gaussian-noisy test data. Varying 7 has little impact on the noisy test-set accuracy in
the TCNN. As w? grows in the noisy test-set experiment, it increases the random component of
the noise, which degrades both classifiers as expected. Again, there is a significant portion of the
range of w? for which the TCNN is far superior to the CNN. These results are expected since we fix
the convolutional weights in a sensible (topological) configuration in the KF layer. This forces the
learned layers to classify on a smoothed version of the images which are more robust to the added
noise.

4.1.3 INTERPRETABILITY

We contrast the interpretability of CNNs and TCNNs by demonstrating the difference in activations
between an NOL, CF, and KF (Figure 3) filtered image from MNIST. The activations shown in
Figure 3 correspond to the output of the first layer of CF, KF and NOL models. The NOL filters
are empirically derived by training on the MNIST training data (n = 6el0). The 16 CF filters
correspond to 16 evenly spaced angles on a circle and the 16 KF filters correspond to 4 evenly
spaced values for each of 2 angles on the Klein bottle.

Observing the activations in Figure 3, it is empirically clear that the activations of the CF and
KF layers are easier to interpret, and can certainly be used to “probe” a specific classification.
Indeed, in the case of CF, the filters are edges at various angles, and the activations show where
each such orientation of an edge appears in the image. In the case of KF, filters containing interior
lines are also included, and the activations reveal the presence of these interior lines in the image.
The NOL learned filters and activations are, in comparison, difficult to interpret. While some of the
filters seem to be finding edges, others have idiosyncratic patterns that make it difficult to assess
how the combined output features contribute to a classification. The NOL model has an accuracy
of approximately 99%, so further training on MNIST is unlikely to significantly alter these filters.

4.1.4 RATE OF LEARNING

We find significant jumps in accuracy in the KF + KOL and KF + COL networks compared with
NOL + NOL, and, importantly, the networks with a KF layer achieve high accuracy earlier in training
than those without, suggesting potential applications to smaller datasets for which less training can
be done. See the bar chart in Figure 6 for a comparison of testing accuracy attained from training
on only 1,000 images in each dataset. The SVHN dataset, which is much richer than MNIST, and
the USPS dataset, which has much lower resolution than MNIST, received larger benefits from the
use of a TCNN. This suggests that the benefit of the feature engineering in TCNN is greatest when
the local spatial priors are relatively weak or hidden.

4.1.5 GENERALIZABILITY

We compare model generalizability between several models trained on either SVHN or MNIST
and test on the other, and similarly across the Kaggle and CIFAR cats vs. dogs datasets. See
Figures 7, and 8 for a comparison of testing accuracies throughout training. The TCNNs achieve
decent generalization in both the digit and cat vs dog domains. Using the KF + KOL TCNN,
30% accuracy is achieved generalizing from MNIST to SVHN, and over 60% accuracy is achieved
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Accuracies after 1000 Training Images for Three Digit Datasets 1.00
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Figure 6: Left: Comparisons of testing accuracy after training on 1,000 images. Right: Full com-
parison of testing accuracy (y-axes) over a single epoch. MNIST was trained on 60,000,
SVHN on 50,032, and USPS on 7291 images.

generalizing from SVHN to MNIST. Contrast this with the 10% generalization accuracy of the NOL
+ NOL conventional CNNs from MNIST to SVHN — the same as random guessing. Note that the
addition of a pooling layer had negligible effect on these results. Similarly, TCNNs are better than
CNNs at generalizing between the Kaggle and CIFAR cats vs. dogs datasets, however the difference
is less dramatic than it is for digit classification. Here, the addition of pooling layers has no impact
on the generalizability of CNNs, but provides further improvement on the generalizability of TCNNs.

SVHN to MNIST Generalizability MNIST to SVHN Generalizability
2041 0.20 1
e
3
g 02 0151
0.10 e —— KF + KOL
r T T T T T T T r T T T y KE + KF
0 500 1000 1500 2000 2500 0 500 1000 1500 2000 2500 3000
—— KF + KF Pooled
—— NOL + NOL
] 0.075
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o 0.050 -
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0.025
0.025 |
T T T T T T 0000 L T T T T T T T
0 500 1000 1500 2000 2500 0 500 1000 1500 2000 2500 3000
Batches

Figure 7: Comparisons of testing accuracy and validation loss when generalizing from SVHN to
MNIST and vice versa.

4.1.6 GABOR FILTERS VERSUS KLEIN BOTTLE FILTERS

As described in Section 3.3, the Klein bottle filters given by the embedding Fi in (4) can be viewed
roughly as a subset of the 5-parameter family of Gabor filters given by (9). Given any subset of
Gabor filters, one can make a convolutional layer analogous to the KF layer (Definition 9) where
the filters are initialized to the chosen Gabor filters and frozen throughout training. In this section,
we compare a KF layer with a layer instantiated with another choice of Gabor filters, given by the
parameters below in (10) and pictured in Figure 9. While the 2-parameter family of Klein bottle
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CIFAR to Kaggle Generalization Kaggle to CIFAR Generalization
2 0601 0.6 1
I
g 055
<
0.50 051 —— KF + KOL
T T T T T T T T T T T T T KF + KF
0 100 200 300 400 500 0 200 400 600 800 1000 1200
0.25 4 0.25 4 —— KF + KF Pooled
—— NOL + NOL
—— NOL + NOL Pooled
£ 0.20 4 0.20 A
S
0.15 4 0.15

T T T T T T T T T T T T T
0 100 200 300 400 500 0 200 400 600 800 1000 1200

Batches

Figure 8: Comparisons of testing accuracy and validation loss when generalizing from CIFAR to
Kaggle and vice versa.

filters is topologically justified as important for image analysis, we do not have any other means for
selecting a different family of Gabor filters, and hence the 2-parameter family in (10) is necessarily
somewhat arbitrary. Our heuristic motivation for this choice is that these are high contrast filters
that are sparsely sampled from the two angles v and w. The fixed parameters o, A, and v are
experimentally chosen so that the resulting 3 x 3 filters are high contrast. The variable parameter
w plays the same role of rotating the filter as the parameter 6; in the parameterization Fic of the
Klein bottle filters.

T 37 5w 77r} {77 3m 5w 777}

v vt
r I 1

1 I I ..
__ o~
‘-

Figure 9: Example of a small set of Gabor filters and activations on a handwritten 5 from MNIST.

0—277,)\—77,7—7;,1/16{ (10)

- q-‘-

"-.

Using these specific Gabor filters we create a ‘Gabor’ convolutional layer in the same fashion as
the KF topological layer except with these Gabor filters as weights instead of the Klein filters. We
train a Gabor + NOL convolutional network on the datasets considered in this paper and compare
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its accuracy to a KF + NOL network and a standard NOL + NOL network. See Figure 10. We
find that the Klein bottle filters perform similarly or better than the Gabor filters. This suggests
that the Klein bottle filters are a good choice of Gabor filters to use in the topological layers of a
TCNN, as hypothesized. Note again that some highly restrictive choice of Gabor filters must be
made for this type of construction since they come in a large 5-parameter family. Further, several
of the parameters are difficult to interpret in the context of the typically small kernels of CNNs.

Accuracies after 1000 Training Images
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Figure 10: Top panel: testing accuracies on 3 digit datasets and 2 cats and dogs datasets after 100
training images. Bottom panel: testing accuracies after 1 full epoch of training. The KF
model consistently performs similarly or better than the Gabor filters.

4.1.7 KOL SPARSITY COMPARED WITH RANDOM SPARSITY

To validate the efficacy of the KOL layer, we compare a 2-layer KOL model to a randomly sparsified
model. We run twenty independent trainings on all classes of CIFAR-10, testing throughout. Ten of
these runs use a KF+KOL network and ten use a KF+Perm(KOL), where Perm() simply shuffles
the connections of the KOL layer (i.e., the levels of sparsity are identical, but the connections in
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the permuted models are random). Figure 11 shows that the permuted KOL layer is still able to
learn, as expected (random sparsification of neural networks is common practice for various purposes
including regularization), but the KOL models learn faster and are more reliable.

Accuracies on CIFAR-10 for KOL and Perm(KOL)

0.451 KF+KOL
0.40 - KF+Perm(KOL)
0.35

Accuracy
© o ©
N N w
o u o

1 1 1

0.15 A

0.10 A

0 5000 10000 15000 20000 25000 30000 35000 40000
Images Seen

Figure 11: We provide an additional robustness test of the KOL layer, by comparing it with random
permutations of the KOL with the same sparsity, i.e., we shuffle the connections of the
KOL randomly in Perm(KOL). We show 10 rounds of each network with the mean
accuracy over training time of each in bold. Network sparsity can speed learning, but
with much less reliable results than our KOL layer. The faded lines represent the accuracy
of individual runs.

4.2 Details of methods
4.2.1 TRAIN/TEST SPLITS

With regard to train/test splits, we perform two different types of experiments: (1) accuracy of TC-
NNs and CNNs are compared on a fixed dataset, and (2) either a TCNN or a CNN is trained on one
dataset and validated on a second dataset to measure the capacity of the model for generalization.
For type (1), we split the dataset into training and testing sets. For type (2), we train and test on
the entire datasets. For type (1), the train/test splits are as follows:
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Dataset Train Test
MNIST 8% 15%

SVHN  80% 20%
USPS 80%  20%

For type (2), the dimension of the images is determined by the lowest resolution in the comparison,
i.e., we down-resolve the higher resolution images to the lower resolution to be able to simply test
generalizability.

4.2.2 METAPARAMETER SELECTION

We choose metaparameters for each experiment that allow us to test TCNN performance against
traditional CNN performance and do not seem to favor any particular model in the experiment
with regard to the question at hand. Our strategy in comparing methods is to simply pick a
relatively conventional, simple set of network specifications. We have selected an optimizer, batch
size, learning rate, etc. on the criteria that all models are able to reasonably traverse the loss
function on which they are optimized. We select a single configuration for all models and apply this
consistently throughout the experiments. While of course the precise results fluctuate depending on
these choices, our findings are generally consistent no matter the configurations we chose. We expect
that, since our adaptations are within the typical CNN construction, meta-parameter selection has
little effect on the relative impact of choosing a TCNN over a conventional CNN.

We provide the precise metaparameter specifications and some additional detail on our reason-
ing below. Within each Figure in the paper, the metaparameters are the same across all models
presented. The following table lists various metaparameters by Figure number.

Figure Conv-layers Conv-slices Kernel size =~ LR  Batch size Epochs

3 1 16 5 le—4 100 1
4and 5 2 64 3 le—5 100 5
6 2 64 3 le—4 100 1
7 and 8 2 64 3 le—5 100 5

Conv-layers. The number of convolutional layers is chosen to be 2 for all experiments outside of
Figure 3. Using 2 convolutional layers allows us to incorporate a feature layer and a correspondence
layer together, e.g. KF+KOL. We consistently use 2 convolutional layers for uniformity throughout
the paper.

Conv-slices. The number of slices in each convolutional layer is chosen to be 64 for all experi-
ments outside of Figure 3.

Kernel size. Figure 3 contains the only experiments in which we use a kernel size of 5. This is
strictly for visualization purposes, as it allows the reader to see a more nuanced picture of the circle
and Klein filters. All other experiments use a kernel size of 3 in each convolutional layer.

Learning rate (LR). An LR of le—5 or le—4 is used in each experiment. We simply choose
the highest power of ten where none of the models exhibit pathological behavior.

Batch size. We use a batch size of 100 throughout all experiments.

Epochs. We employ 5 epochs of training for questions of generalization and 1 epoch for questions
of training speed. We choose 5 epochs for questions of generalization because training over many
epochs is common in applications and often results in greater potential for over-fitting. Over-fitting
should reduce generalizability, hence we train long enough to allow for this possibility. 5 epochs
allows us to compare the rate of over-fitting at different stages of training. In the cases regarding
training speed, 1 epoch is sufficient to illustrate the comparisons since the primary interest is in the
accuracy and loss over the first few batches. 1 epoch is used to create Figure 3 out of convenience.

Fully connected layers. All experiments use 2 fully connected layers following a flattening
layer. The flattening layer simply flattens the outputs of the final convolutional layer into a 1D
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vector. The first fully connected layer has 512 nodes, and the second has nodes of cardinality equal
to the number of classes in the output.

4.2.3 TRAINING

We processed images in 100 image batches. Computing was performed on an AMD 2990WX CPU
with 128GB RAM and an NVIDIA RTX 2080TI GPU.

5. Video

5.1 Experiments and Results

We conduct several experiments on the datasets described in Section 5.1.1. On the UCF-101 dataset,
we compare the learning rate of a TCNN in terms of testing accuracy over a number of batches in
Section 5.1.2 and we compare it to the learning rate of a CNN. We also note that the TCNN achieves
70% accuracy after 100 epochs compared to the 55% accuracy of the CNN. We also investigate the
generalization accuracy of TCNNs when trained on the KTH dataset and tested on the Weizmann
data in Section 5.1.3.

5.1.1 DESCRIPTION OF DATA

We use three datasets of videos: UCF-101 Soomro et al. (November, 2012), KTH Schuldt et al.
(2004), and Weizmann Gorelick et al. (2007). The UCF-101 dataset consists of 13320 videos in 101
classes of human actions, such as Baby Crawling, Playing Cello, Tennis Swing, etc. There are a
large variety of camera motions, object scales and viewpoint, background, and lighting conditions.
The videos are between 2 and 15 seconds long. The KTH dataset consists of 2391 videos of 6 types
of human actions (walking, jogging, running, boxing, hand waving, and clapping). Each video is
of one of 25 different human subjects in one of a few different settings, e.g. outdoors and indoors,
for an average length of 4 seconds. This is a significantly simpler dataset than UCF-101 due to the
controlled nature of the videos, e.g., backgrounds are homogeneous and the human actor is the only
moving object.

The Weizmann dataset is used to test of generalization of a network trained on the KTH dataset.
Only 3 Weizmann classes have a perfect analog in KTH: hand waving, running and walking. We test
generalization on these 3 classes. Example frames from Weizmann and KTH, where their classes
intersect, are provided in Figure 12. There are 29 Weizmann videos in the three classes. Both KTH
and Weizmann have variable image lengths and KTH has half the frame rate of Weizmann. We
choose to take about 1 second of each video at 25fps on which to perform classification.

Dataset Size Dimensions Link
UCF-101 13320 320x240x25fps https://www.crev.uck . edu/data/UCF101 . php
KTH 2391 160x120x25fps https://www.csc.kth.se/cvap/actions
Weizmann 29 180x144x50fDS  neep://mw.wisdon. weizmann. ac. 11/ -vision/SpaceTinehctions el

5.1.2 ACCURACY AND RATE OF LEARNING ON A RESNET

We train 12 layer ResNet classifiers as in He et al. (2016) on the UCF-101 dataset. One of these
classifiers is a conventional CNN whose convolutional layers operate on all 3 dimensions of the video.
The other classifier is a TCNN that is identical to the CNN except for the first layer in which we
use a M-F layer (Definition 12) instead of a NOL. The M-F layer is of type M = K U S U S’pi (see
(8)), that is, we use the features given by translating the Klein bottle in time, rotating the Klein
bottle in time, and holding the Klein bottle still in time — see the discussion above Definition 12.
Our main result is that, when using the M-F layer as the first layer instead of NOL, we find a
significant increase in final accuracy as well as a much faster learning rate in the initial epochs; see
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Hand Waving Walking Running

Weizmann

Figure 12: Examples of one frame from KTH (top row) and Weizmann (bottom row) videos from
the same classes (columns).

Figure 13. In Figure 14, we plot the best class accuracy, best five, and best ten, as a function of
training epochs.

12-Layer ResNets Learning UCF101 Video Classification
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Figure 13: Testing accuracy of a 12 layer ResNet trained on UCF-101.

We also perform the same experiment on the KTH dataset. The results are given in Figure 15.
Again, the TCNN achieves high accuracy more quickly and remains higher throughout all 200 epochs
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Figure 14: Top 1, 5, and 10 testing overall classification accuracies as a function of epochs for both
the TCNN ResNet (left) and the CNN ResNet (right).

of training. The difference in final accuracy between the TCNN and the CNN is not as dramatic as
we observe on the UCF-101 dataset, because the KTH dataset experiences less variation between
videos, so it is easier for the CNN to learn meaningful features without the help of the M-F layer.

5.1.3 GENERALIZABILITY

We compare generalizability of a TCNN and a CNN model trained on the KTH dataset and tested
on the Weizmann dataset. Both of these models are ResNets, and the TCNN is the same as the
CNN except with the first layer a M-F layer instead of a NOL layer, as described in Section 5.1.2.
The TCNN generalizes from KTH to Weizmann with a testing accuracy of about 65%, whereas the
CNN achieves only about 52% generalization accuracy.

The full results are shown in Figure 15. Observe that the generalization accuracy of the CNN
takes a large dive at around 50 epochs, which suggests that it is initially learning features specific
to the KTH dataset that do not generalize well, and then as it continues to train it learns more
meaningful features that do generalize. We conjecture that the dip in accuracy on the Weizmann
dataset occurs during the transition from learning KTH-specific artifacts to learning meaningful
features. On the other hand, the TCNN immediately begins learning meaningful features that
generalize well. This is the desired effect of the M-F layer — it biases the learner to use significant
features in the video right away, instead of initially learning artifacts particular to the dataset.
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Generalization over 200 epochs, M-F vs Normal CNN
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Figure 15: Testing accuracy of a TCNN and a CNN trained on the KTH dataset and tested on the
Weizmann dataset.

5.2 Details of methods
5.2.1 TRAIN/TEST SPLITS

In our video experiments, we only have a train/test split for UCF-101. KTH and Weizmann videos
were only used in the test of generalization, so for these datasets we use the entire set of KTH in
training and the entire set of Weizmann to test (in the three common classes). The UCF-101 split
is as follows:

Dataset Train Test
UCF-101  67% 33%

5.2.2 METAPARAMETER SELECTION

Figure  Conv-layers Conv-slices Kernel size LR  Batch size Epochs

o (5 x 11 x 11),
15 3 20, 80, 160 (5x 11 x 11), 3e—3 100 200
(3x9x4)
(5,11,11),
(1,5,5),
(1,3,3),
(3,3,3)

13 & 14 12 180 x 9,360 x 3
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Our video experiments differ from image experiments in that we use kernels which are not square
(cubic). To indicate the size of a 3-dimensional kernel, we use the notation (¢,y,x), where ¢ is the
size in the time dimension, and z,y are spatial sizes in their respective dimensions.

Notably, the ResNet12 residual network, which produces our highest accuracy classifiers for UCF-
101 (Figures 13 and 14), has a significantly different form from all other models in this work, both
in depth and in the use of a residual block. We choose a simple block architecture:

Block(v, x):

y = Convolution(v)(z)
y = Convolution(v)(y)
y = Batch(y)

y = Upsample(y)
Tty

Table 1: Residual block for our 12-convolutional layer ResNet where x is an input tensor, data passes
from top to bottom, so x + y is the returned tensor.

Each block has two convolutional layers with a kernel size v. In order to add the input to
the output, we need tensors of matching dimension, so we use Upsample(-) which is a trilinear
upsampler and Batch(-) which performs batch normalization. We indicate a 3-dimensional pooling
layer by Pool(-). Our residual network then has the following structure:

v ResNet12(x):
y=M—Fi(x)
(1,5, 5) y=Block(v, y)
(1, 3, 3) y=Block(v, y)
(3,3,3) y=Pool (Ca(v)(y))
y=Batch(y)
(3,3, 3) y=Ca()(y)
y=Batch(y)
(3,3,3) y=Pool (Ca(v)(y))
y=Batch(y)
y=FC(y)
y=Batch(y)

y = softmax(y)

Table 2: Structure of our 12-convolutional layer ResNet with order of operations indicated by de-
scending through the table. The first column of the table indicates the kernel size of a
convolutional layer or layers in a residual block.

5.2.3 TRAINING

We processed videos in 50 (UCF-101) or 100 (KTH vs Weizmann) image batches. Computing was
performed on an AMD 2990WX CPU with 128GB RAM and an NVIDIA RTX 2080TI GPU.
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Appendix A. Additional Figures

In Figure 16, we compare a TCNN to a conventional CNN on classification of all ten classes in
CIFAR-10, expanding on the generalization experiment in Section 4.1.5 that only uses two classes,
i.e. cats and dogs. In Figure 17, we display trained filters in a COL, complementing the displayed
filters in CF and KF layers depicted in Figure 3.

Classification of CIFAR-10 (1 Epoch)

0.45 A

0.40 A

Validation Accuracy
o o o o
N N w w
o Ul o Ul
1 1 1 1

KF + KOL

—— NOL + NOL
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Figure 16: Comparing learning rate of 2-layer TCNN (KOL+KF) and CNN (NOL+NOL) classifi-
cation of CIFAR-10 (all classes and standard train/test split). To ensure that our tests
on the dogs vs. cats subset of CIFAR is not anomalous, we provide this additional
experiment comparing the performance of a TCNN and CNN on the entire CIFAR-10
set.
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Appendix B. Pseudocode

Algorithm 1 summarizes how to instantiate a TCNN with a CF layer (Definition 9) as the first
layer. Algorithm 2 summarizes how to instantiate a TCNN with CF as the first layer and COL
(Definition 7) as the second layer.

Algorithm 1: Initialization of a CF (Circle Filters) convolutional layer with one input
channel

e Choose the following fixed parameters:
1 := number of output channels of the convolutional layer = number of filters,
s := distance in Z? that determines the filter width (as in Definition 4).

e Initialize a single convolutional layer (Defintion 4) with convolutional correspondence

72 CexCq,2(s) X x 72,

where X is the set of n-th roots of unity {627”1 | 0 <j <n—1}. For each output channel
indexed by 0 < j <17 —1, there is a 2D convolutional filter Filter(j) of size (2s+1) x (25 +1).

e Initialize the filters to be the Circle Filters, as described in Egs. (4) and (5) and Definition 9:
for0<j<n—1do
0= 27r%
for 0 <n,m < 2s do
14+ 2§+1) _1+2(ﬂ+1)

Filter(j = 14 g2 27n+1 f1+22g:1 Fgi(0)(z,y) du dy.

Result: A standard convolutional layer with 1 input channel and 1 output channels with
weights initialized to be the circle filters, giving the layer the structure of a CF
layer. Note that in a CF layer, the filters are frozen during training, i.e. gradients
with respect to these weights are not computed and the weights are not changed.

Algorithm 2: Construction of two consecutive convolutional layers, CF (Circle Filters)
followed by COL (Circle One Layer), with one input channel

e Choose the following fixed parameters:
1 := number of output channels,
s := distance in Z? that determines the filter width (see Definition 4).
s’ := threshold for distance on the circle in the circle correspondence (see Definition 7).

e Initialize two consecutive convolutional layers with correspondences

9 CexCa(s) 9 COs(s)xCa,2(s)
T R

Z X X7 X x 72,

where X is the set of 7-th roots of unity {627”% |0<j<n—1}.

Note that the second layer is a COL as defined in Definition 7 by the nature of the
correspondence Cs(s') x Cqa(s).

o [nitialize the first layer to be a CF layer using Algorithm 1.

Result: Two consecutive convolutional layers with 1 input channel and 1 output channels.
The first layer is initialized to be a CF layer and its filters are frozen during
training. In the second layer, the correspondence Cg(s") x Cy2(s) makes it a COL.
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